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Abstract 
 
 

This white paper presents results from the prostep ivip FAICE initiative on AI-enabled collaborative 
engineering with a focus on a SysML Assistant integrated into CATIA Magic Cyber Systems Engineer. 
The Assistant converts natural language into SysML content and updates existing models. To qualify 
such assistance for industrial use, we developed a domain-specific benchmark that measures 
conceptual knowledge in Systems Engineering (SE), SysML, and MagicGrid, and the ability to generate 
formally valid SysML structures from text. Across current models we observe average F1 scores 
between 62 and 79 percent for diagram generation, strong baseline knowledge in SE, weaker method 
knowledge that improves with Retrieval Augmented Generation, and model-specific strengths by 
diagram family. 
 
A formative study with six engineers confirms time savings for early modelling tasks and identifies 
requirements for productive use: persistent context across sessions, short clarification cycles, transparent 
error handling, and schema-constrained validation. A collaborative Mars Rover scenario exposes typical 
cross-company issues such as profile dialects and abstraction-layer mismatches. From these findings, 
we derive four practical guidelines: use lightweight exchange formats for AI processing, attach process 
and method metadata, align artefacts across layers, and prefer high-quality context over fine-tuning. We 
outline an agent-based architecture and a roadmap that extends to SysML v2 migration support. The 
paper provides actionable recommendations for safe, effective, and interoperable AI assistance in MBSE. 
 
 

Disclaimer 
 
prostep ivip documents (PSI documents) are available for anyone to use. Anyone using these documents 
is responsible for ensuring that they are used correctly.  
 
This PSI documentation gives due consideration to the prevailing state-of-the-art at the time of 
publication. Anyone using PSI documentations must assume responsibility for his or her actions and acts 
at their own risk. The prostep ivip Association and the parties involved in drawing up the PSI 
documentation assume no liability whatsoever.  
 
We request that anyone encountering an error or the possibility of an incorrect interpretation when using 
the PSI documentations contact the prostep ivip Association (psi-issues@prostep.org) so that any errors 
can be rectified. 
 
Copyright 
 

I. All rights to this PSI documentation, in particular the right to reproduction, distribution and 
translation remain exclusively with the prostep ivip Association and its members. 

II. The PSI documentation may be duplicated and distributed unchanged if it is used for creating 
software or services. 

III. It is not permitted to change or edit this PSI documentation. 
IV. A notice of copyright and other restrictions of use must appear in all copies made by the user.  
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Abbreviation, Definitions, References 

 

API – Application Programming Interface (API) is a defined set of methods and data formats that enables 
software systems to communicate and exchange functionality. 

AI – Artificial Intelligence 

IBD – Internal Block Diagram 

IMU – Inertial Measurement Unit (IMU) is a sensor that measures acceleration and rotation to help determine 
movement and orientation. 

JSON – JavaScript Object Notation (JSON) is a lightweight, text-based data format used for structured data 
exchange between systems. 

LLM – Large Language Model 

MBSE – Model-Based Systems Engineering is the formalized application of modeling to support system 
requirements, design, analysis, verification, and validation activities throughout development and later life 
cycle phases. 

OEM – Original Equipment Manufacturer 

RAG – Retrieval Augmented Generation (RAG) is an AI approach that improves the accuracy and timeliness 
of model outputs by pairing a retrieval system that fetches relevant documents at query time with a large 
language model that generates the response. By grounding answers in factual sources and optionally linking 
to them, RAG increases reliability, transparency, and explainability without requiring model retraining. 

RF – Radio Frequency 

ROI – Return On Investment 

RTG – Radioisotope Thermoelectric Generator (RTG) is a long-duration power source that generates 
electricity from radioactive heat, commonly used in space missions and remote applications where solar or 
conventional power is impractical. 

SysML – Systems Modeling Language is a standardized modeling language developed by the OMG (Object 
management Group) to support the specification, analysis, design, verification, and validation of complex 
systems across multiple domains and engineering disciplines. Version 1 is based on UML (Unified Modeling 
Language), Version 2 is based on KERML and available as semi-formal programming language.  

UX – User Experience (UX) is the overall quality of a user’s interaction with a product, focusing on ease of 
use, efficiency, and satisfaction. 

V&V – Verification and Validation are quality assurance processes used to ensure that a system meets its 
requirements and fulfills its intended purpose. 

XMI - XML Metadata Interchange (XMI) is a standardized XML-based format for exchanging model and 
metadata information between modeling tools to support model interoperability 
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1 Introduction 

Industrial engineering is entering a phase in which collaboration increasingly involves shared data, shared 
models, and shared AI services across company boundaries. The prostep ivip project FAICE (Framework for 
AI-enabled Collaborative Engineering) addresses this development by formulating practical guidance for safe, 
legally compliant, and cost-effective use of generative AI in engineering workflows. As an anchor use case, 
the working group investigates a SysML Assistant that is embedded in CATIA Magic Cyber Systems Engineer 
and assists systems engineers in creating and evolving models from natural-language input. 

Model-Based Systems Engineering promises consistency and traceability across disciplines, yet many 
organizations still experience high entry barriers, heterogeneous toolchains, and company-specific modelling 
profiles. These challenges become more pronounced when partners exchange partial models. The FAICE 
project, therefore, focuses on two questions: how can an AI assistant support modelling tasks reliably inside 
an industrial tool environment, and how can such assistance facilitate collaboration between partners that use 
compatible standards in different dialects. To ground the exploration, the group adopts the MagicGrid 
interpretation of SysML as an initial baseline. 

To qualify AI assistance for productive use, we combine architectural prototyping with systematic evaluation. 
A domain-specific MBSE benchmark measures both conceptual knowledge in Systems Engineering, SysML, 
and MagicGrid, and the ability to translate text into formally valid SysML structures. The same model endpoints 
and runtime used by the assistant are used for benchmarking to make sure the results are practically 
applicable. A formative user study with engineers complements the quantitative results and provides design 
feedback on usability, error handling and context management. A collaborative Mars Rover scenario exposes 
integration issues typical of cross-company collaboration and serves as a test bed for exploring reconciliation 
strategies. 

The contributions of this white paper are threefold.  

1. it documents a reference architecture for a SysML Assistant that combines retrieval-augmented 
reasoning with schema-constrained model updates in CATIA Magic.  

2. it reports benchmark results and user observations that indicate where AI already adds value and 
where method guidance and validation are still required.  

3. it derives actionable guidelines for AI-enabled MBSE collaboration, including lightweight exchange 
formats for AI processing, explicit process and method metadata, alignment across abstraction 
layers and a context-first strategy over fine-tuning.  
 

The paper concludes with an outlook on migration support towards SysML v2 and on next steps within the 
FAICE project. 
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2 Context and Motivation 

In 2023, the prostep ivip community observed that the rapid adoption of generative AI would extend across 
company boundaries and into shared engineering workflows. To use these technologies safely, legally and 
cost-effectively, the association initiated FAICE (Framework for AI-enabled Collaborative Engineering). FAICE 
develops recommendations grounded in real industrial use cases and validates them in prototype 
environments that simulate collaboration among multiple partners. 

One prominent challenge arises from SysML v1.x dialects and company-specific profiles. Even when partners 
adopt the same standard, differences in libraries, stereotypes and naming conventions cause substantial 
manual rework when exchanging partial models. FAICE therefore selected a SysML-based assistance use 
case as an anchor and chose the Dassault Systèmes MagicGrid® interpretation as a baseline for method 
guidance. 

The initial goal was to build an assistant that creates SysML diagrams from natural-language descriptions 
inside the engineering tool. With a first plug-in now working in practice for project members, the focus expands 
to the collaborative setting: partners develop partial models in their home environments and methodologies, 
while an assistant in the role of the OEM integrates these deliveries, identifies incompatibilities and proposes 
repairs that align contributions with the project baseline. 

2.1 SysML Assistant 

The complexity of product development processes continues to grow, which raises the bar for consistent, 
cross-disciplinary engineering workflows [1]. Model-Based Systems Engineering (MBSE) formalizes system 
information in a central model and thereby improves consistency and traceability across domains [2]. The de 
facto modelling standard is the Systems Modeling Language (SysML) [3]. Despite these advantages, many 
organizations still experience high entry barriers and heterogeneous tool chains; MBSE is often perceived as 
resource-intensive and tool-heavy [1]. 

Large Language Models (LLMs) can help mitigate these hurdles by accelerating routine modelling tasks and 
lowering the threshold for occasional modelers [4]. Initial studies report that LLMs can interpret requirements, 
generate SysML diagrams and support analyses in controlled settings [5-7]. At the same time, known risks 
include hallucinations, propagation of bias from training data and limited explainability of results, all of which 
must be addressed for productive use [8]. To qualify LLM-based assistance systems systematically, 
benchmarks have proven effective in other AI application areas by comparing models on standardized test 
cases and making trade-offs transparent [9]. 

In this work, the SysML Assistant is embedded in CATIA Magic Cyber Systems Engineer and targets early 
MBSE activities. It combines method guidance and guardrails (schema-constrained outputs and rule checks) 
with retrieval of project-specific knowledge to improve method adherence and trust. The architectural details 
and quantitative evaluation are presented in Sections 3.2 and 3.3. 
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2.2 Use Case & User Needs 

The anchor use case is a SysML Assistant that is directly integrated into CATIA Magic Cyber Systems 
Engineer, interacts with the systems engineer via chat and has bidirectional access to the active model [10]. 
The intent is to shorten the ramp-up for early modelling activities while preserving method discipline and 
traceability. Prior work indicates that large language models can interpret requirements, generate SysML 
diagrams and support analysis tasks, but also that their behavior must be constrained to avoid incorrect or 
non-explainable outputs [4-8]. Moreover, modelling tasks pose different demands from pure text generation: 
studies report that generic models produce plausible content yet underperform in strict modelling compared 
with code generation, which underscores the need for domain guidance and validation [11]. 

From workshops and prototype usage we derive three primary user needs.  

1. method compliance and consistency: output must be syntactically valid and semantically aligned 
with the project baseline, reuse existing elements where possible and make references explicit.  

2. trust and usability: the assistant should ask brief clarifying questions when intent is ambiguous, 
be transparent about errors and persist context across sessions to avoid duplicate packages and 
orphaned links.  

3. collaboration readiness: the solution must cope with partner-specific profiles and libraries without 
forcing full harmonization at the outset, since cross-company exchanges frequently surface 
dialect differences and abstraction-layer mismatches. 

 
To address these needs, we adopt Retrieval-Augmented Generation (RAG). In this setup a retrieval-aware 
component reformulates the user request, selects compact passages from a curated MBSE corpus (including 
method assets and specification excerpts) and supplies them to the chat model before generation. This 
improves adherence to SysML and method rules while keeping prompts short and explainable [12]. Figure 1 
illustrates the pipeline used in our implementation. Architectural details follow in Section 3.2, and Section 3.3 
reports quantitative results from a domain-specific benchmark executed on the same model endpoints and 
runtime. 

 

Figure 1: Retrieval-Augmented Generation (RAG) pipeline. A retrieval-aware component reformulates the 
request, queries a curated corpus and passes retrieved passages to the chat model to produce grounded 
outputs. 
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3 Concept, Architecture and Evaluation 

3.1  Concept and Scope 

The goal is to determine to what extent generative AI can support MBSE tasks in real engineering 
environments. We defined user stories that cover the early MagicGrid steps and evaluated several assistant 
variants. The resulting concept is a chat-based SysML Assistant embedded in CATIA Magic Cyber Systems 
Engineer that creates and evolves models from natural-language input. The assistant aims to increase 
modelling efficiency, reduce routine errors and keep engineers focused on core systems decisions. 

3.2 Supported Capabilities 

The SysML Assistant streamlines the initial setup of a system model within the MBSE tool. Based on short 
textual prompts it generates SysML artefacts that align with MagicGrid work products. During system context 
definition, it creates an Internal Block Diagram that represents the system-of-interest (SoI) as a black box with 
its external interactions. During use case analysis it produces use case and activity diagrams to capture core 
functions, involved actors and how these actors interact with the SoI. In functional analysis it decomposes 
high-level functions into detailed behaviors using activity diagrams. For conceptual subsystems it drafts an 
Internal Block Diagram that outlines an initial structure with candidate subsystems and allocated functions. In 
all cases the assistant also creates a consistent package structure to ensure the resulting model adheres to 
MagicGrid conventions. Early user feedback indicates significant time savings, while also highlighting 
improvements for layout, error handling and user interaction. 

3.3 Technical Architecture 

Figure 2 shows the architecture. In the tool, the user launches the Assistant as an embedded component. All 
read and write operations on the active system model are routed through the CATIA Magic API, which keeps 
modelling actions confined to the host tool and passes only task-relevant context to the cloud-based backend. 
The backend runs in Microsoft Azure. Requests enter through an Azure Functions gateway that authenticates 
the client and forwards work to a multi-agent runtime. Core reasoning is provided by AI Marketplace’s agent 
backbone, enriched with project-specific method assets. A coordinator agent plans the task based on method 
guidance and delegates subtasks to specialists, for example, context, use-case, function, and subsystem 
agents, each operating over a curated corpus. Agents use managed language models in Azure AI Foundry; 
the backbone is model-agnostic and can switch between different language model families without requiring 
changes to the overall system design. In a typical interaction, the plugin supplies system model context, the 
coordinator composes a plan, the specialists produce analyses or model updates, and the coordinator 
consolidates the result for application via the CATIA Magic API. 

 

Figure 2: Technical Architecture of the SysML Assistant 

Evaluation alignment. The same runtime and model endpoints used in production were used for the 
benchmark in Section 3.4 so that quantitative results transfer directly to the deployed assistant. The cloud 
runtime and model endpoints described above were used unchanged in the benchmark runs reported in 
Section 3.3. This alignment ensures that the quantitative findings directly inform the assistant’s production 
configuration and tuning. 
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3.4 Benchmark: Design and Method 

This benchmark assesses two dimensions: conceptual understanding of Systems Engineering, SysML and 
MagicGrid, and the practical ability to translate short textual specifications into formally checkable SysML 
structures. The procedure follows the TdSE contribution by Bernijazov et al. (2025). 

Objective and scope. Two complementary task classes are combined. Knowledge questions (multiple 
choice) test terminology and rules across SE, SysML 1.x and MagicGrid. Modelling tasks test application 
competence: the model receives a brief description and must produce a valid SysML diagram representation 
that corresponds to the specification. Together, these tasks mirror typical assessments in Systems 
Engineering education and practice and allow a balanced view of knowledge and hands-on modelling skill. 

Dataset and task construction. Knowledge items were generated from public sources, normalized to 
markdown, drafted with a high-accuracy model and reviewed by experts for correctness and clarity. The 
snapshot comprises about 180 SE, 50 SysML and 50 MagicGrid questions. Modelling tasks cover common 
SysML 1.x families with 18–28 tasks per family. Because SysML is graphical and raw XMI is impractical for 
automated grading, we defined a compact JSON schema per diagram family to capture node and edge 
semantics. Tasks were generated, screened by a second model and finally manually validated by an MBSE 
reviewer. Figure 3 sketches the data-generation pipeline. 

 

 

Figure 3: Test Data Generation Procedure 

 

Evaluation protocol. All models ran on Microsoft Azure with deterministic decoding (Temperature = 0 or Top-
p ≈ 0). Each benchmark was executed three times and averaged. For knowledge tasks we used two modes: 
base (internal knowledge only) and RAG (a retrieved passage is provided before answering). For modelling 
tasks, we first check syntactic validity of the JSON output. We then compare predicted versus reference nodes 
and edges with semantic matching for near-equivalent labels. Precision and recall are computed and combined 
into node- and edge-level F1, which are averaged: 

𝐹1graph =
1

2
 (𝐹1nodes + 𝐹1edges), 𝐹1 =

2𝑃𝑅

𝑃 + 𝑅
 

 

Invalid or ambiguous JSON yields F1 = 0. 
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3.5 Benchmark Results and Implications 

Knowledge. Two observed patterns are stable. First, SE fundamentals are widely mastered in base mode, 
often above 90 percent, which suggests strong coverage in pre-training. Second, method knowledge 
(MagicGrid) is weaker but improves clearly with RAG. The best overall result in our snapshot is o4-mini (RAG) 
with 73.27 percent and the lowest failure rate of 1.61 percent at ~6.15 s response time. Several models cluster 
between 60 and 70 percent in RAG mode. A representative subset is shown in Table X; the extended table 
appears in the TdSE paper. 

Table 1: Results of Knowledge Benchmark 

Model SE  Methode SysML  Average Error rate Response time 

o4-mini (rag) 99.16% 61.33% 59.33% 73.27% 1.61% 6.15s 

GPT-4.1 (rag) 95.25% 58.67% 62.00% 71.97% 7.81% 7.35s 

DeepSeek-V3 (rag) 96.37% 52.67% 59.33% 69.46% 6.32% 21.53s 

grok-3 (rag) 93.85% 47.33% 66.00% 69.06% 8.27% 6.37s 

GPT-4o (rag) 95.53% 55.33% 56.00% 68.95% 6.73% 6.19s 

GPT-4.1-mini (rag) 95.53% 52.67% 56.00% 68.07% 7.05% 6.86s 

GPT-4 (rag) 93.85% 46.00% 63.33% 67.73% 5.10% 7.26s 

grok-3 (base) 95.90% 42.00% 63.33% 67.08% 6.61% 5.26s 

GPT-4o (base) 95.90% 50.00% 54.67% 66.86% 6.51% 5.33s 

Mistral-large (rag) 93.85% 46.67% 56.67% 65.73% 9.60% 5.41s 

o4-mini (base) 98.13% 49.33% 48.67% 65.38% 1.96% 6.20s 

LLAMA 4 Maverick (rag) 92.46% 40.67% 62.67% 65.27% 9.57% 6.03s 

 

Modelling. Average F1 scores range from ~62 to 79 percent with low parse-error rates for most models and 
substantial latency differences. Relative strengths vary by diagram family, which informs assistant routing and 
fallbacks. Table Y summarizes overall scores. 

Table 2: Results of modeling benchmark 

Model F1 Score Response time  Error rate 

GPT-4 79% 5.63 s 2% 

GPT-4o 79% 2.67 s 3% 

Mistral-small 79% 2.32 s 2% 

grok-3 79% 4.75 s 3% 

GPT-4.1-mini 78% 5.38 s 2% 

Mistral-large 78% 8.79 s 2% 

GPT-4.1-nano 78% 2.89 s 1% 

LLAMA 4 Maverick 78% 2.68 s 3% 

Llama-3.3-70B 78% 4.93 s 2% 

GPT-4.1 77% 2.23 s 3% 

o4-mini 74% 13.55 s 4% 

DeepSeek-R1 69% 24.55 s 12% 

grok-3-mini 68% 17.32 s 4% 

DeepSeek-V3 62% 59.19 s 21% 

Implications. Schema-constrained prompting and rule-based checks keep parse errors low, which is essential 
when writing into a live model. There is no single winner across diagram families and latency constraints, so 
task-aware model selection or a multi-agent backbone with fallbacks is beneficial. The results also justify RAG 
for method-specific queries and confirm that curating the retrieval corpus improves quality without harming 
latency. 

Reproducibility. Results refer to the mid-2025 snapshot under deterministic settings. Minor variations can 
occur with model or dataset updates, yet the relative ranking and RAG uplift have been stable across runs and 
are representative for integration choices in this project. 
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3.6 Realization in CATIA Magic and User Study 

We implemented a demonstrator plug-in for CATIA Magic Cyber Systems Engineer and ran a formative user 
study with six engineers using a sample system. Participants reported lower entry barriers due to familiar 
chat interaction and faster creation of project structures and first-cut diagrams. Three design requirements 
stood out. Persistent context is essential, because losing access to existing elements leads to duplicate 
packages and missing links; long-term storage and robust reference resolution are required. Domain 
semantics over language plausibility is critical; precise SysML concepts are mapped correctly only when 
rules and constraints are explicit or validated through rule-based post-processing. Dialog-based clarification 
reduces failed attempts; short follow-up questions prevent misclassified diagram types and content gaps. 
Testers also valued transparent errors and small UX refinements such as larger input fields and keyboard 
shortcuts. 

 

Figure 4: Screenshot: SysML Assistant in CATIA Magic Cyber Systems Engineer1 

 

3.7 Collaborative Scenario 

The collaborative scenario operationalizes the assistant beyond single-tool lab tests. It shows how partners 
contribute partial models with different profiles and how the OEM integrates these contributions into a coherent 
system model. 

3.7.1 Shared Models and Reconciliation 

Partners typically deliver SysML models that follow their local libraries and naming rules. Even when concepts 
are equivalent, technical incompatibilities occur: similar flows or ports use different names, stereotype 
hierarchies differ, and tagged values are structured differently. In the project setting, the OEM collects the 
partner models, and the assistant performs three checks: 

1. Semantic alignment. Detects diverging terms and concepts and proposes mappings (for example, 
“sensor” ↔ “Fühler”). 

2. Method and standard conformity. Verifies that artefacts can be interpreted against the agreed 
MagicGrid baseline and points out deviations. 

3. Compatibility actions. Suggests targeted adaptations of the partner models, introduces glue models 
if needed, and records profile-bridge rules so that future imports apply the same mapping 
automatically. 

This two-step reconciliation – terminology first, profile rules second – prevents information loss during import 
and avoids near-duplicates in the project repository. 

 

1  „Können LLMs Model-based Systems Engineering? Bewertung der MBSE-Fähigkeiten von LLMs“ - R. 
Bernijazov, R. Rasor 
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3.7.2 Case Study: Mars Rover 

To keep the discussion concrete we use a Mars Rover as the reference system. The OEM remains responsible 
for the overall architecture and delegates well-defined subsystems that can be developed by suppliers and 
later integrated without excessive rework. The baseline decomposition covers four subsystems: 

• Locomotion system: chassis movement and suspension, wheel/track mechanics, drive motors and 
actuators, terrain adaptation. 

• Power system: generation (for example, solar panels or RTG), energy storage (batteries or 
supercapacitors), distribution and conversion. 

• Communication system: long-range antenna and RF transceivers, short-range links, 
encoding/decoding and error correction, interfaces to on-board systems. 

• Navigation and control: autonomous navigation algorithms, sensor fusion (IMU, vision, lidar), motion 
planning and control loops, safety and redundancy. 

3.7.3 Workflow and Assistant Checkpoints 

The collaboration proceeds in three work steps that align with standard MBSE practice [2]: 

Step 1 – Subsystem assignment. The OEM specifies subsystem responsibilities and interface contracts at 
the required abstraction level. The assistant records method context (MagicGrid viewpoint and work product) 
and distributes role-specific guidance and exemplars to partners. 

Step 2 – Modelling based on requirements. The OEM provides a structured textual specification with 
functional and non-functional requirements, interface definitions and V&V criteria. Partners interpret this 
package and develop as-is subsystem models, either new or adapted from earlier designs. The assistant 
validates method state, checks consistency with the interface catalogue and flags missing allocations or 
references. 

Step 3 – Model submission and integration. Partners submit their models for integration into the system 
model. The assistant aligns the bottom-up subsystem representations with the OEM’s top-down specification, 
evaluates coverage of functional, non-functional and interface requirements and verifies cross-layer 
consistency[13]. Where profiles differ, the assistant applies the reconciliation rules from Section 3.7.1 or 
proposes new ones and generates glue models when necessary. 

These steps expose the integration pain points that motivated our design choices in Sections 3.2 and 3.3. 
They also provide the context for the observations reported after the study (Section 3.7.4). 

 

Figure 5: Mars Rover 

3.5.3 Observations from the Collaborative Modeling Study 

The Mars Rover exercise revealed several effects that are not visible in single-tool tests. Heterogeneous 
profiles produced equivalent but incompatible elements. A two-step reconciliation helped: terminology 
alignment for roles, signals, and functions, followed by profile bridge rules that map stereotypes and tagged 
values to the baseline. Layer mismatches caused more friction than element mismatches; aligning the method 
state reduced such errors. For AI processing, lightweight semantic excerpts in JSON improved robustness 
and latency while keeping XMI as the source of truth inside the tools. In multi-party settings, context 
outperformed fine-tuning; supplying role- and step-specific context increased precision and reduced rework. 
Finally, short clarification turns and prompt memory prevented duplications and orphaned links. These 
observations informed the architectural choices in Section 3.3 and the design guidelines in Section 4. 
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4 Findings and Lessons Learned 

This chapter consolidates evidence from the benchmark (Section 3.5), the CATIA Magic user study (Section 
3.6) and the collaborative scenario (Section 3.7). The goal is to translate observations into actionable guidance 
for further development and adoption. 

4.1 User Feedback Summary 

Foundations and stability. Users asked for a version check of the plug-in, keyboard submission with 
Ctrl+Enter, support for basic text formatting, more robust error handling when diagram creation fails, and a 
text input that resizes with longer prompts. 

Method and feedback clarity. The assistant should show the current method step and short guidance, ask 
clarifying questions when the requested diagram type is unclear, remember context across prompts, and 
support updates to existing diagrams instead of always creating new ones. 

Accurate diagram understanding. Typical issues were diagram-type mismatches (for example, activity vs 
use case). Users requested support for requirements diagrams, stronger content proposals for IBDs and use 
case diagrams, and better integration of existing model structure. 

Intelligent assistant interactions. Helpful behaviors include suggestions for likely content (blocks, flows and 
actors), a quick question such as “Use existing elements or create new?” and diagram-specific templates. 

Collaboration support. In multi-partner settings the assistant should detect profile differences, propose 
semantic mappings and maintain reconciliation rules so that repeated imports remain consistent. 

4.2  Efficiency Gains 

The SysML Assistant meaningfully shortens the set-up phase of a system model. From short natural-language 
requests it creates model elements and inserts them into the active repository in CATIA Magic. This lowers 
the entry barrier for occasional modelers and distributes modelling competence more evenly across the team. 
The resulting models follow a consistent package structure and method conventions, which improves reuse 
and comprehensibility. Early users reported that routine tasks such as creating project structures or sketching 
first-cut diagrams became faster and less error-prone. 

4.3 Technical Challenges and Mitigations 

Context limits. Complex diagrams and long task descriptions can exceed the effective context window. 
Chaining prompts into smaller tasks helps only partially, because MBSE requires persistent references. 
Mitigation: persistent context with long-term storage (graph database or vector store), explicit reference 
resolution and retrieval of method and project assets. 

Reliability and hallucinations. Without guardrails, models may produce plausible but incorrect content. 
Mitigation: schema-constrained outputs per diagram type, rule-based post-validation (for example, port 
directionality and required references) and transparent error messages with deterministic logs. 

Method adherence. Benchmark results show that general SE knowledge is strong, while method knowledge 
(for example MagicGrid) benefits from targeted context. Mitigation: Retrieval-Augmented Generation with 
curated method corpora and light re-ranking. 

Diagram-type variability. Strengths differ by diagram family (behavioral diagrams remain challenging). 
Mitigation: task-aware model selection or a multi-agent backbone with specialization and fallbacks. 

Human in the loop. Fully autonomous modelling is not yet feasible for complex tasks. The best results 
occurred when the assistant proposed structured drafts and the engineer confirmed or refined them. 
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4.4 General Design Guidelines for LLM-enabled MBSE Workflows 

Use lightweight formats for AI workflows. Standard exchange formats such as SysML/XMI are ideal for 
tool interoperability but heavy for LLM processing. For analysis and content generation, pass lean semantic 
excerpts (for example a compact JSON capturing nodes and relations). Keep XMI as the source of truth in the 
MBSE tool and minimize the data shared with the assistant. 

Provide process and method metadata. Alongside model content, include where the artefact sits in the 
process and which rules apply. Supplying MagicGrid viewpoint and work product reduced invalid allocations 
and missing references. Users can keep their preferred modelling style, but the workflow must be anchored in 
a clear method the assistant can follow. 

Align across abstraction layers in collaboration. Cross-company work spans requirements, behavior and 
structure, often with different profiles. Correctness on one layer does not guarantee cross-layer consistency. 
The assistant should check allocations, interface contracts and behavioral assumptions, and propose targeted 
fixes or glue models without forcing partners to abandon local profiles. 

Favour context over fine-tuning. In distributed settings with IP and compliance constraints, fine-tuning is 
often impractical. High-quality context—curated retrieval corpora, role-specific exemplars, method snippets 
and naming policies—consistently delivered strong results while keeping models replaceable and governance 
simple. 

These guidelines explain the design choices in Sections 3.2 and 3.3: schema-constrained prompting and 
validation to keep parse errors low, RAG to improve method adherence and a multi-agent backbone to route 
tasks to the most suitable specialist while preserving interactive latency. 

 

 

Figure 6: Guidelines for LLM-enabled MBSE workflows. 
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5 Outlook and Roadmap 

The SysML Assistant has shown that language-model assistance can accelerate early modelling work while 

preserving method discipline. Building on the benchmark and the collaborative study, this chapter outlines the 

next development steps and aligns them with industrial expectations. 

5.1 SysML v2 Migration Assistance 

The release of SysML v2 creates both a migration need and an opportunity for guided refactoring. The 
assistant will support migration from v1.x to v2 along two paths. 

Assessment and guidance. The assistant analyses a v1.x model against a v2 baseline and highlights 
mismatches at element, relation and diagram level. It proposes compliant alternatives and explains the 
rationale, including affected constraints and expected impacts on behavior and allocation. 

Guided transformations. Experts can request changes in natural language. The assistant executes 
refactoring that maintains traceability, updates references and validates v2 compliance through rule checks. 
Where a direct mapping does not exist, the assistant proposes intermediate “glue” constructs and records 
explicit mapping rules so that repeated transformations are consistent. 

These capabilities are designed to work incrementally and to respect project governance: the authoritative 
model remains in the engineering tool; the assistant only processes the minimal semantic excerpt required for 
analysis or change. 

5.2 Industrial Expectations and Future Directions 

Industry partners consistently point to three groups of expectations for an engineering assistant. 

5.2.1 Generation of Content 

Users want the assistant to create model elements in domain-specific authoring tools once they exist in the 
SysML model, and vice versa. Typical examples include BoM entries, software subsystems or E/E interfaces. 
When nominal functions are modelled, the assistant should derive malfunctions and prepare the groundwork 
for FMEA. It should create and maintain traces between requirements, functional and structural specifications 
and test cases, and validate these traces when updates occur. Based on model content, the assistant can 
draft new requirements or refine existing ones. It should also ingest existing artefacts from supplier documents 
and create the corresponding SysML elements, derive control strategies from functional models for simulation 
and turn images or sketches into draft diagrams. When new system functions are introduced, the assistant 
should propose the necessary model extensions, from interfaces to test cases, and pull verified modules from 
libraries to promote reuse. 

5.2.2 Consumption of Content 

In collaborative work the assistant should enable role-specific interaction with the model. Engineers want to 
ask technical questions and receive grounded answers with references. They expect tailored views by role or 
discipline, cross-model analyses and specialized assessments such as OBD checks with generated 
documentation for homologation. The assistant should also help evaluate which requirements are satisfied by 
a given model state. 

5.2.3 Cross-company Collaboration 

Partners need a bridge between company-specific profiles and methods. The assistant should map profiles 
and methodologies so that users can model in their familiar style while still delivering compatible partial models. 
It should analyze matches and mismatches between contributions, explain identified issues, and propose 
concrete fixes. Method guidance is essential: based on the current process step the assistant should suggest 
next actions, required inputs and where to obtain them. For ongoing collaboration it should assist in merging 
models, keeping them synchronized across profiles, and checking completeness, correctness and 
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consistency. Finally, the solution must run in a secure exchange environment that integrates LLM functionality, 
UI, user and data verification and compliant data management. 

5.3 Next Steps (12-month Roadmap) 

Collaboration scenarios. Productize the Mars Rover case: robust import of partner models, profile mapping 
rules, semantic alignment, and automated generation of glue models. Generalize to other domains with a 
reusable reconciliation toolkit. 

From sketches to models. Support ingestion of informal artefacts such as whiteboard photos or PowerPoint 
sketches and convert them into draft diagrams with explicit assumptions. 

Interaction and UX. Simplify prompting and make method context visible. Provide role-specific templates, 
larger input fields, keyboard submission and transparent error reporting. Maintain interactive latency through 
task-aware model selection. 

Governance and quality. Strengthen retrieval quality, rule-based validation and audit trails. Measure impact 
through task-level productivity and error-rate metrics in pilot projects. 

 

 

Figure 7: Future design of agent-based assistance systems in MBSE2 

  

 

2  „Können LLMs Model-based Systems Engineering? Bewertung der MBSE-Fähigkeiten von LLMs“ - R. 
Bernijazov, R. Rasor 
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6 Call for participation 

SysML v2 presents a timely entry point for companies that already use SysML and for those that hesitated 
due to complexity. Participating in FAICE reduces the cost and risk of isolated experiments, pools method 
assets and yields interoperable solutions faster. Contributions are welcome from OEMs, suppliers, tool 
vendors and academia. Typical contributions include representative models and profiles, method guidance, 
evaluation tasks and controlled datasets for retrieval. In return, participants gain early access to prototypes, 
benchmark results and migration tooling and can influence the recommendations issued through prostep ivip. 

7 Summary 

This white paper introduced the SysML Assistant as a practical step toward AI-enabled collaborative 
engineering. We motivated the need for assistance in MBSE, presented a multi-agent architecture integrated 
with CATIA Magic and evaluated LLM capabilities with a domain-specific benchmark. The results show that 
method-aware retrieval, schema-constrained generation and task-aware model selection enable useful 
assistance today. A formative user study confirmed efficiency gains in early modelling while highlighting the 
importance of persistent context, dialog-based disambiguation and transparent error handling. In collaborative 
settings, semantic alignment and profile reconciliation are the main pain points; lightweight interchange 
formats and explicit method metadata proved effective mitigations. 

The outlook focuses on migration to SysML v2, iterative modelling, collaboration scenarios and ingestion of 
informal artefacts. The project invites participation to refine the benchmark, harden the tooling and turn the 
assistant into a dependable component of everyday MBSE practice. 
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