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Abstract

The FAICE project (Framework for Al-enabled Collaborative Engineering), initiated by the prostep ivip Asso-
ciation, confronts the challenges of integrating Al into collaborative engineering workflows. This paper pro-
vides a deep dive into our working prototype of an Al-powered "Standards Chatbot," which proves the viabil-
ity of securely and legally utilizing licensed, sensitive data across corporate boundaries.

Our work reveals that the main obstacles to adopting Al are not technical, but systemic. We address critical
issues such as data readiness, granular access control, and the significant hurdles posed by existing licens-
ing models. The paper outlines how we have navigated these complexities, offering a practical framework
and a clear path forward for organizations to transition from legacy, document-centric workflows to more effi-
cient, information-driven paradigms.

This is more than a theoretical exercise. It is an invitation to engage in a project that is actively building solu-
tions. By participating, you can directly influence the standards and practices that will shape the future of Al
in collaborative engineering.

Disclaimer

prostep ivip documents (PSI documents) are available for anyone to use. Anyone using these documents
is responsible for ensuring that they are used correctly.

This PSI documentation gives due consideration to the prevailing state-of-the-art at the time of publica-
tion. Anyone using PSI documentations must assume responsibility for his or her actions and acts at their
own risk. The prostep ivip Association and the parties involved in drawing up the PSI documentation
assume no liability whatsoever.

We request that anyone encountering an error or the possibility of an incorrect interpretation when using
the PSI documentations contact the prostep ivip Association (psi-issues@prostep.org) so that any errors
can be rectified.

Copyright

I.  Allrights to this PSI documentation, in particular the right to reproduction, distribution and trans-
lation remain exclusively with the prostep ivip Association and its members.
II.  The PSI documentation may be duplicated and distributed unchanged in case it is used for cre-
ating software or services.
[l It is not permitted to change or edit this PSI documentation.
IV. A notice of copyright and other restrictions of use must appear in all copies made by the user.
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Abbreviation, Definitions, References

AFNOR - Association Frangaise de NORmalisation
Al — Artificial Intelligence

API — Application Programming Interface

BSI — Bundesamt fiir Sicherheit in der Informationstechnik (Federal Office for Information Security)
DIN — Deutsches Institut fir Normung

ISO — International Organization for Standardization
JSON — Java Script Object Notation (Data format)
LLM — Large Language Model

MCP — Model Context Protocol

OCR - Optical Character Recognition

OEM - Original Equipment Manufacturer

PDF — Portable Document Format

RAG — Retrieval Augmented Generation

RAG is an Al framework that works to improve the accuracy and timeliness of Al outputs by combining infor-
mation retrieval systems with the language generation capability of a large language model. By further ground-
ing a response in factual information and linking to public sources, RAG represents a tremendous advance in
the reliability and explainability of Al outputs.

RAPTOR - Recursive Abstractive Processing for Tree-Organized Retrieval
ReqlF — Requirements Interchange Format
Ul — User Interface

XML — eXtensible Markup Language (Data format)
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1 Introduction

This whitepaper is an intermediate insight into the FAICE (Framework for Al-enabled Collaborative Engineer-
ing) project, which aims at preparing the grounds for the near future, where complex engineering projects not
only require harmonious collaboration between engineers and project managers but increasingly engaging Al-
supported mechanisms for faster and more efficient project delivery.

In two distinct use cases, the project teams have investigated the boundary conditions for collaborating with
Al-assistants across corporate boundaries. These boundary conditions span from legal rules, data quality,
data quantity and standardization needs to Al-workflow architecture and human-in-the-loop requirements.

The project provided some surprising insights, where pre-conceived hurdles became minor matters, whilst
seemingly well-understood mechanisms became unsurmountable obstacles. The fast progression of the ap-
plied generative Al (LLM) technology allowed the project to become even more ambitious during implementa-
tion and testing.

As the first project in the prostep ivip Association to go beyond developing and aligning on recommendations,
FAICE built a working prototype to test assumptions in practice and refine them based on expert feedback.
The resulting recommendations are therefore demonstrable and user hardened.

2 Background

The prostep ivip Association recognized in 2023 that the inevitable spread of increasingly potent generative
Al (genAl) models will need a framework for safe, legal and cost-effective collaboration amongst industrial
partners.

Figure 1: Project Vision and Mission

This led to FAICE, (Framework for Al-enabled Collaborative Engineering), a project aiming at establishing a
recommendation for such a framework. The project identified several real-world use-cases from the project
participants’ industrial reality where the use of a joint genAl model would be desirable, but meets uncertainties
for data protection, legality and technical boundary conditions.

To identify specific, tangible and therefore addressable issues, the project builds prototype environments that
simulate real collaboration workflows across multiple companies.

Common to all collaborative use-cases is the use of licensed or restricted information, specifically standards
and norms as well as protected, private information, like corporate standards and norms from individual project
participants. In both cases, the high-level information (“meta-data”) of the protected content needs to be un-
derstood by all participants, whilst the detailed content must remain undisclosed, unless respective licenses
or agreements are available on individual levels (user role).

White Paper 1
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Figure 2: FAICE Framework Concept

Companies participating in the project have clear expectations. As part of their internal digital transformation
initiatives, one of the last remaining analogue workflows is the usage of externally provided standards and
norms, particularly handling the licenses.

A framework that addresses the digitalization gap will improve project efficiency, especially when access to
diverse standards documents is required. It does so by reducing the effort needed to identify relevant stand-
ards, providing easier access to the necessary sections, and supporting agreement on cost splitting among
collaboration partners.Apart from the immediately practical aspects, jointly developing the framework provides
insights into building Al implementations for industrial use and prepares the organization for upcoming de-
mands from OEMs, who drive for fully digitized workflows and high automation.

2.1 Standards Chatbot

Figure 3: Use Case Description

The Standards Chatbot is one of the two highest prioritized use cases in the FAICE project. The scope of the
use case is to retrieve explicit content from standards for detailed development tasks & industrial context based
on individual user licenses and authorization in a collaborative scenario. Additionally, the goal is enabling
interaction with standards using natural language like a chatbot & include the user’s search behaviour in result
generation.

White Paper 2
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2.2 Use Case & User Needs

“As part of their specific development task, product developers are intelligently provided with the information
relevant to them from a wide range of standards, within the scope of their individual authorizations”.

We want a user to have a meaningful dialogue with a virtual assistant, exchanging questions and answers
and/or follow-up questions including internal standards knowledge as context to improve the response quality.

The available technology framework needs to be able to adapt to individual companies’ needs and data models

Assuming that industrial users are already accustomed to chatbots and their interfaces, we consider it intuitive
to use a chatbot interface for accessing additional company data. Such company data consists of standards,
norms and legal-like texts that require substantial expertise for their identification, selection and application.

At the core, the idea is to allow users to interact with an agent in a known chat interface and ask questions
about such documents in a collaborative project context, where it is expected that certain documents are new
and/or unknown to the user. To assist the users and improve the answers, the assistant is actively requesting
additional information to build a solid context for the requested information, like:

e the user’s role within a project

e the product or system they are developing

e the relevant process step for their question

e the specific tasks they want to solve

e relevant domains (e.g., automotive, aerospace, medical) for which documents are needed
e the country or region where the developed system will be used

Based on the user query, plus the additional information, the assistant can execute a search across his known
document stores. The response search should not only identify a relevant set of documents but also locate
specific sections within them (e.g., paragraphs or pages) and provide clear explanations and references for
their selection. Furthermore, it should indicate the existence of relevant content that may not be directly ac-
cessible to the user (e.g., due to missing licenses or access restrictions), thereby highlighting potentially valu-
able resources and, ideally, suggesting procedures for obtaining access. Technically expressed, the process
starts with context engineering and role prompting based on the user's query. Next, the system checks which
types of knowledge sources and repositories the user can access. Finally, the filtered set of relevant docu-
ments is then used, together with the user's query context, to check permissions and generate precise, rele-
vant answers.

The initial plan was to model a “real world” use case focusing on DIN and ISO standards content that was
provided as test data for this project within a legal agreement. Other relevant sources that were not available
eventually had to be referenced with metadata. The industry users of the project team were asked to gather
relevant standards to develop a control unit for the automotive industry. They came up with a list containing a
great number and broad variety of providers of different standards, directives and guidelines with DIN and ISO
standards only accounting for about 5%-10% of the documents. So, this approach had to be discarded be-
cause there was not enough content available to feed and query the chatbot. This finding already indicates
that the primary difficulty in procuring and applying relevant standards lies in the multiplicity of providers, each
imposing distinct licensing and usage conditions.

2.3 Knowledge transfer in chatbots

At a chatbot's core, its Large Language Model (LLM), has a general-knowledge memory. It has ingested a
vast portion of the internet up to a certain date and can chat intelligently. However, it doesn't know any com-
pany's internal data. When asked about things it doesn't know, it might try to guess and "hallucinate", inventing
plausible sounding but incorrect information.

To make the chatbot trustworthy and prevent it from making things up, it's not necessary to retrain its entire
core. Instead, we give it an "open book" to consult for every question you ask. This process is the core of a
technology called “Retrieval-Augmented Generation (RAG)”.

White Paper 3
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1. Create a Trusted Library: First, all the information you want the chatbot to use - like company docu-
ments, product manuals, or articles from a specific knowledge base - is collected. This becomes the
single source of truth.

2. “Build a "Meaning-Based" Index:” This library is then processed by a special system. Instead of just
indexing keywords, this system creates a "meaning map" (semantic context) of the content. It con-
verts (“embeds”) paragraphs into numerical representations called “vectors”, which capture their un-
derlying concepts. These are stored in a special, highly efficient database (a “vector database”). This
is like having a super-librarian who doesn't just find books by title, but by the ideas contained within
them.

3. “Find and Answer:” When you ask the chatbot a question, the system doesn't immediately send the
question to the Al's core memory. Instead, it first converts your question into a “vector” and uses the
“meaning map” to find the most relevant chunks of text from your trusted library.

Then, it hands your original question and these relevant text snippets to the chatbot with a crucial instruction:
"Answer this question, but you must use only the information I've provided you right now. And when you're
done, cite which document snippet you used."

This simple but powerful method ensures the chatbot's answers are grounded in your specific, verified infor-
mation. It dramatically reduces hallucinations because the Al is not allowed to guess; it's instructed to act like
a researcher summarizing provided sources. Because the system knows exactly which documents it "re-
trieved" to answer the question, it can easily provide references, allowing users to click a link and verify the
source for themselves, building essential trust.

2.3.1 Retrieval Augmented Generation

Figure 4: Schematic depiction of retrieval augmented generation (RAG)

Usually, multiple approaches are connected to form a hybrid search strategy dependent on the dataset. For
example, a pure semantic similarity search will likely not yield the most relevant results on mostly homogenous
data with small variations.

Typical methods to improve on response relevancy are using combinations of semantic- and keyword search,
ask the model to have a wider look (by returning more possible matches) and use a reranking method to
improve relevancy. With more preparatory work, the LLM could be trained to autonomously expand the user
query with more relevant terms, to get a broader response, then use above mentioned methods to condense
to peak relevancy (multi-query-rewriting/RAG fusion)

For collaborative projects in shared data spaces, a powerful property of RAG is that it does not necessarily
have to be performed with local knowledge bases. The same approach can be used with results from internet
search engines or project partners databases (based on permissions) and technical setup.

White Paper 4
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2.3.1.1 Processing strategies in company databases and standards for RAG applica-
tions

Companies have a lot of their technical and internal process knowledge stored in document-based data. This
data is currently often stored in directory structures which grew organically and historically, with heterogenous
document formats. Answering a query often requires knowledge from multiple sources.

Typically, data from standardization organizations is structured and well referenced on the document level,
and work is being done to add more meaningful metadata and improve the document formats.

Making this heterogenous data securely available to LLMs and without undesired knowledge leaks in RAG
scenarios, is a crucial challenge when using Al for business automation. This is particularly relevant in cases
where portions of internal knowledge must be shared across company boundaries.

Considering this, the challenge is to find processing strategies for databases to fulfil the following requirements:

e Generation of a data structure containing summaries without exposing too much knowledge, to inform
about the existence of knowledge

e Capability to work on directory structures and the knowledge already contained in this structure (i.e.
directory and file names, neighborships, metadata, ...)

e Capability to scale to databases of large sizes

e Capability to segment documents (e.g. standards) in logical sections rather than simple chunks de-
fined by character counts.

Current efforts in RAG search strategies mostly focus on local databases, not considering the case where
knowledge may be found, but not fully disclosed in the necessary detail. As an example, one certainly needs
a summary of a standard to decide whether this standard is applicable to a product, but the standardization
organization is interested in keeping the intellectual property contained within the standard from leaking.

One approach to this problem is an unconstrained search with a postprocessing step which removes hits from
the database the user doesn’t have access to and replaces them with a hint that there is relevant but inacces-
sible knowledge. Another approach would be to generate summaries of the inaccessible knowledge at runtime
or design the data base structure in such a way that non-leaking summaries are already available, for example
by using the approach described in RAPTOR™.

Metadata on chunk-level could be enriched to contain the necessary information indicating required permis-
sions.

With the availability of data spaces like Catena-X, federated retrieval could be a valid strategy:

¢ Intelligent Routing: Instead of a single, monolithic index, the RAG system acts as an orchestrator.
It receives a query, identifies which specific databases or knowledge silos might contain relevant in-
formation based on metadata, query intent, or user permissions, and then routes the query to only
those authorized sources.

¢ Result Aggregation with Policy Enforcement: Results from different sources are then aggregated.
At this stage, a final policy enforcement layer can double-check permissions to prevent any leakage.

o API Gateway/Proxy: A centralized API gateway can act as an enforcement point for user authenti-
cation and initial authorization, routing requests to the appropriate RAG components based on policy

e Data Virtualization/Federation Layers: For structured databases, a data virtualization layer can
create a unified view of disparate databases, abstract the underlying complexities and provide a sin-
gle point for access control enforcement.

By combining robust access control models with intelligent retrieval and careful prompt engineering, RAG
systems can securely leverage information across diverse, permitted databases delivering accurate and con-
textually relevant responses without compromising data privacy.

1 Recursive Abstractive Processing for Tree-Organized Retrieval
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Within FAICE, we explore the different approaches in a cross-company scenario, in which these problems can
be identified, discussed and resolved to recommendations.

2.3.2 Interfaces, Workflow, Standards
Certain level of detail

¢ Initial assumption: Lack of data is the key barrier for ef-

fective Al use cases. h
¢ Key insight: Large pre-trained models (LLMs) already q‘ ?
perform well with proper context and instructions — exclu-

sive data is not the main concern. ‘quF STEP
¢ Reality: Data sharing remains limited due to confidenti-

ality and licensing, regardless of the potential Al value. &
e True bottleneck: A critical success factor is smart data

pre-processing and content transformations from stand-

ard formats (PDF, ReqlF™, STEP, SysML) to Al/LLM- q‘

ready structures (embeddings, graphs, lightweight for-
mats).

e Strategic shift: Instead of focusing on data access or STEP

roles, the project could focus on the lack of standardized
pipelines that make existing exchange formats “Al- ( .)
ready.”

l@l

e Goal: Enable seamless, secure, and standardized Al in-
tegration by bridging the gap between engineering data
standards and modern Al models. Need to add seman-
tics and contexts to the data standards.

Figure 5: Standards not considering Al

2.3.3 Importance of metadata for the standards ecosystem

Metadata serves as the foundation for discoverability, interoperability, traceability of standards in digital envi-
ronments and their integration into industrial applications. The lack of harmonized metadata across various
standards providers creates significant barriers for automated processing and compliance checking. Further
harmonization efforts—such as those described in DIN Spec 9200—are necessary to enable consistent inter-
pretation and use of standards by defining common metadata fields and structures: The Metadata Consor-
tium—comprising AFNOR, BSI, and DIN—has developed the 'Metadata Field Specification," a selection of
specific metadata which provides a harmonized standard for bibliographic metadata across international
standards. This specification replaces the earlier” Perinorm” Field Specification.

At DIN Media GmbH, owned by the DIN e.V. and responsible for publishing and distributing standards and
other related products, metadata on standards and technical regulations from around the world is systemati-
cally collected, structured, and enriched through a combination of automated processes and expert curation.
For companies, this customized metadata—offering up to 90 detailed data fields—is essential for efficient and
effective standards management.

2.3.4 Metadata as Enabler for Al applications

The shift towards digital standards unlocks new possibilities for automation and intelligent systems. Enriched
and harmonized metadata allows Al-based applications to retrieve, process, and contextualize standards con-
tent with greater accuracy. For example, metadata fields describing origin, version, scope, and applicability
are crucial for tasks such as requirements management.

2.3.5 SMART Standards and the Role of ReqlF

Standards are still mostly published and used as static PDF documents. The evolution towards SMART Stand-
ards—Standards that are Machine-readable, Accessible, Reusable, and Traceable— addresses the limita-
tions of these monolithic documents by enabling access to increasingly granular content. These pieces of
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information are always contextualized and enriched with additional metadata. The first step in this direction
was the transition from PDF to structured XML formats, such as NISO STS. With the NISO XML, users and
systems can directly access individual sections of a standard.

Going further, the Requirements Interchange Format (ReqlF™) allows standards content to be referenced at
the sentence or requirement level. The “ReqlF”, a generic data format for data exchange is typically interpreted
on a customer-specific base. Each requirement is a discrete information unit, enriched with metadata such as
origin, version, applicability and relations to other requirements within the same document or across multiple
documents.

It is specifically designed to facilitate seamless exchange, versioning, and validation of requirements across
organizations and tools. The compatibility of ReqlF is not limited to any vendors, but has been evaluated with
the following Requirements Management Systems:

IBM DOORS Classic

Jama Connect + Data Exchange
PTC Codebeamer

PTC Windchill RV&S +
Requirements Connector
Siemens Polarion

The IEC utility model for describing the evaluability of "digital standards" provides important approaches. The
model defines characteristics of "digital standards" and assigns them to different levels that determine the
degree of digitization of a standard. The model distinguishes between 5 levels:

e Level 0: Print document, no digital representation. Document-centered evaluation.

e Level 1: Digital equivalent of the print version (PDF) with certain digital evaluation options (simple full-
text search) as well as display in a suitable viewer and automated management (e.g. in standards
management systems).

e Level 2: Storage as a machine-readable document. Due to the structure of the document, the content
of the document can be captured automatically and certain granular content can be read (headings,
paragraphs, graphics, tables, metadata, etc.). Content and presentation are separated. This standards
data annotated in post-processing is transformed into ReqlF and already made available to users
today.?

e Level 3 (future): Storage as a machine-readable and applicable document. Compared to level 2, how-
ever, all essential granular information units can be clearly identified, the relationships between them
recorded and made available for further processing or partial execution. The "future" provision of this
SMART standards data in a reliable, complete and secure manner presupposes that institutions such
as DIN and its bodies or committees add the granular information units, interrelationships etc. men-
tioned above to the document during the creation of the standards document. Annotations that de-
scribe individual information units in more detail at least according to level 3 can be added by Al-
supported assistants, partially or even fully automated. The committee that creates the standard re-
ceives Al-supported suggestions for the annotation or semantic description of individual information
units based on the textual formulations in the document, which are then either immediately followed,
subsequently corrected (and then adopted or rejected in the committee) or added to the standard.

e Level 4: Storage of machine-interpretable content in a repository that probably needs to be specified,
as it is not clear whether the current storage process is sufficient for this. In Level 4, the information in
a standard is linked to execution and application information so that it can be directly executed or
interpreted by machines and combined with other sources of information so that complex actions and
decision-making processes can be automated.

e A still very theoretical formulation for a sixth level could result in machine-controllable content: The
content of a standard can be adapted autonomously by machines and adopted by automated (distrib-
uted) decision-making processes. The content adopted in this way is automatically checked and pub-
lished via the publication channels of the standards organizations.

2 https://www.dinmedia.de/de/normen-management/nautos/software/modul-reqif-konverter
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2.3.6 Advanced concepts for digital Standards and the Path to collaboration in
Systems Engineering

While commercial products for standards still rely on structured XML formats the ultimate vision of SMART
standards is a data-centric approach where standards content is embedded into semantic knowledge graphs.
These graphs link intellectual metadata (e.g., application context, execution semantics) with domain-specific
ontologies. Other research initiatives also specifically address similar challenges, especially the Metadata Har-
monization in the Age of Industry 4.0. Namely the “Cascade” project is pioneering the next leap: metadata-
enriched, ontology-driven standards:

Figure 6 - Cross-Industry effort to harmonize interoperability with layered ontologies

The "CASCaDE" project?, a joint initiative of GfSE e.V. and prostep ivip e.V., aims to standardize collaboration
in systems engineering, particularly in the context of product lifecycle management, by creating a layered
ontology. This ontology, built upon existing projects like SpeclF and DDP, will facilitate data exchange and
interoperability between different tools and systems. Ultimately, the project seeks to establish a candidate
standard for the OMG (Object Management Group).

e Standardization through Ontology: The core idea is to create a layered ontology that defines a
common structure and vocabulary for representing and exchanging information related to product de-
velopment.

e Facilitating Data Exchange: By establishing a standardized ontology, CASCaDE aims to enable
seamless data exchange and interoperability between different systems and tools used in the product
lifecycle, from conception to retirement.

Standards and norms are just more data artifacts in digital product development. A future effort should consider
aligning the currently evolving meta data development to a standardized, open and shared ontology for the
Standards domain, maybe building on existing EU-led initiatives*.

3 Home | CASCaDE Homepage
4 Common Assessment Method for Standards and Specifications (CAMSS) | Interoperable Europe Portal
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3 Current Status

This chapter describes the working steps to generate the concept and architecture of the Standards Chatbot
tool with all its functions. It's also stated how the implementation, evaluation and testing have been executed
until the current point, while next steps are defined to develop the Standards Chatbot further according to the
collaborative scenario.

Figure 7: Conceptual Dialogue Flow

3.1 Concept and Architecture
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At the start of the project, fundamental decisions were made including the use of the native Azure Al Studio
environment. The decision was based on the project member confirmation, that the Microsoft environment is
available in all participating companies. This allows mostly seamless knowledge transfer upon project com-
pletion.

The Microsoft/OpenAl cooperation led to the obvious use of ChatGPT models, continuously upgrading to the
latest available versions, making use of the rapidly developing capabilities.

The environment led to the natural approach of using available solution architectures, thus starting with exper-
imental implementation of RAG approaches:

e The environment is prepared by loading all data sources into a specific data base format. This process
divides (“chunks”) the provided documents into small pieces and converts those pieces into multi-
dimensional vectors (“embeddings”), that represent a semantic interpretation of the piece’s content,
by a special model, trained for those tasks (“embedding model”).

e Theresults are efficiently stored in a vector database, always retaining the information from where the
vector originates: the document, page, section, chunk.

e The user formulates a question in natural language, describing the intended project, its scope and
other context. The model is provided with a system-side configuration (“system prompt”) to ask for
missing context that it needs to formulate an efficient search query.

e The model processes the user question (“user prompt”) by converting it into a multi-dimensional vec-
tor, using the same algorithm (“embedding model”) that was used to convert the provided data sources
previously. This technique allows efficient mathematical comparison of vectors for similarity, i.e. being
‘near’ to each other in this multi-dimensional space.

e The model then queries the vector database for document pieces (“chunks”) that have ‘similarities’
with the user question, with the ‘similarity’ being measured by the distance in the multi-dimension
space. The distance is used as an indicator for relevance of the found piece to the user question.

e The model then retrieves the documents referenced by the chunks from the document database and
uses the content to formulate the response to the user, with references to the source document.

e The user can then check the response by looking up the documents and either accept the response
or refine the question by providing more detail or resolving misunderstandings.

This approach has some major advantages: it's widely used and has mature, robust implementations in exist-
ing Al frameworks, is highly scalable for large documents and large, diverse document collections. The text to
vector conversion process moves the document format challenges to the upfront steps. Combining a LLM with
the RAG process typically instructs the model to only use the provided data, not to invent, interpret or change
anything to keep the response as deterministic as possible.

The inherent challenge of RAG is, as always with data-driven processes, the need for completeness, relevance
and currency. The methodology uses the language model only as translator between user and database, does
not have specific domain understanding and can therefore not judge if there is better information outside of
the database or if the database is complete and up to date.

The responsibility lies with the team setting up the environment, to design the data ingestion process pipeline
in a way that addresses the completeness, relevance and actuality requirements of the specific domain the
assistant is operating in.

For this project, another perspective is added, the need for access control on document level. In collaborative
scenarios, the key purpose of FAICE, we need to implement further levels of control at the point of formulating
the query. The architecture needs to check the user permissions against the database to finally run the query
only against documents, the user has permission to access. The query response is again checked by a spe-
cifically implemented filter for un-authorized content, before returning the content including document
metadata.
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3.2 Implementation

The implementation of the Standards Chatbot followed the discussions and testing experiences of the project
members. The applied methods and techniques varied and matured with growing understanding of capabilities
and limitations using LLM-based assistants in a collaborative environment.

For confirming the basic functionality assumptions a local prototype was built, using Langchain® and Lang-
Graph. This prototype already implemented the context loop and RAG in noticeably short time, encouraging
more complex setups.

Subsequently, the chatbot had to support multiple users with different access rights in the same environment.
An implementation using Microsoft Azure Copilot Studio with Microsoft Teams integrations was created and
used for further feedback by expert users within the project member companies. It turned out, that this set-up
had too many technical constraints to be applied across multiple companies. The required administration of
the various users pointed to a scaling bottleneck we had to avoid, nevertheless an important insight for indus-
trial projects that attempt to orchestrate a multi-organisational collaboration from within a single company eco-
system.

The chatbot framework was then moved to an Open Web Ul® implementation, which resolved the administra-
tion overhead to an acceptable level, whilst still using Azure services to manage the data-processing routines.

A dedicated server hosts the role and permission management system as well as the chatbot itself. Meanwhile
the available models evolved to allow using ‘tools’ or ‘utilities’ as the model deem necessary. Those tools are
implemented as serverless functions designed specifically to understand access rights and, using modern
technologies, to perform various searches (e.g., keyword-based and semantic search) on a search index.

Feedback from the expert community exposed the requirement for checking the data not only for ‘probably’
matching content, but also specifically considering the document metadata and documents that were not part
of the initial query response but linked to parts of the response through specific content. Hence, a set of
different search functions were implemented as ‘tools’, at the disposition of the LLM to use when evaluating
the response quality.

At no point unlicensed or unauthorized content is returned to the chatbot server or made accessible to the
user through prompt injections” or other methods in the chat.

Figure 9: Scalable Architecture Framework

5 https://www.langchain.com/ and https://www.langchain.com/langgraph

8 https://openwebui.com/

7 Prompt injection is a cybersecurity vulnerability in machine learning models, particularly Large Language Models (LLMs), where attackers
manipulate the model by crafting deceptive inputs that trick it into performing unintended or malicious actions. These attacks work by
exploiting the LLM's inability to distinguish between legitimate developer instructions and untrusted user input, potentially leading to mis-
information, data breaches, or system compromise. There are two primary types: direct injection, where an attacker directly inputs mali-
cious instructions, and indirect injection, where the LLM processes compromised data from an external source, like a website or document,
containing hidden malicious prompts.
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3.3 Evaluation and Testing

After each development step, an evaluation step was included. The key challenge for LLM-response quality
evaluation is the need to use expert-level users that fully understand the subtleties of their domain to be able
to judge the always good-sounding responses for the content quality.

The group created question-answer (Q&A) panels for the expert users to follow. Specific questions were gen-
erated including the full context, like domain, task, region and role. The experts were then asked to formulate
the expected response and sources to back up their response.

The experts had two different datasets to work with, one being the recommendation database from prostep
ivip, the other was a large selection of DIN SPEC documents, which are very near to the licensed final DIN
documents, but freely available.

Upon return of the Q&A panels from the expert users, the differences between expert expectations and pro-
vided results were evaluated, ensuing an average of 72% satisfaction. Accompanied by helpful comments,
many areas for improvement were identified and added to the prototype backlog, after group discussion and
consent.

An exemplary improvement requests was adding the ability to provide images as input, partially replacing the
need to describe a system in natural language. The available LLMs are becoming increasingly multi-modal®,
hence implementing this functionality was added as a future functionality.

Another request directly affects how the source data is stored and retrieved. Experts noted that responses that
required retrieval of multiple different documents lacked the desired quality. Either relevant (by expert judge-
ment), but more ‘distant’ (by embedding) documents were completely ignored, or essential parts were missed.
This feedback led to improvements in the search methods (see a.m. ‘tools’), adding metadata as an extra
database and more stringent referencing of the found pieces to their original documents.

The feedback that citations of the documents referenced in the model response should be visible is currently
left out by design. This point concerns the legal status and ownership of the original text and metadata. Whilst
a summary of the findings, generated by the model is permissible, the actual text might be protected by a
license. Users do expect a complete response, independent of their access rights. The latest implementation
tries to address this conflict of interests (licensing vs completeness) by returning only the reference (Document
Title, Document Number) to licensed (or restricted) documents to the user, with a remark that those contain
relevant in formation and a pointer how to obtain the necessary permissions.

At the time of authoring this paper, the prototype is up and running in a protected environment, using multi-
level access management but keeping administration low. The query response rating improved in the latest
expert testing, filling the backlog with desired features, noting barely any actual errors or malfunctions.

Data protection was anticipated a major hurdle in the project set-up, is exceeding expectations already in the
current basic implementation.

Based on this encouraging state, we will move to the final stage of implementing collaboration scenarios (see
outlook), using larger datasets with real DIN documents (thanks to DIN Solutions) to improve the complete-
ness, actuality, relevancy quality of model responses.

8 Multimodal large language models (MLLMSs) are deep learning algorithms that can understand and generate various forms of content
ranging across text, images, video, audio, and more.
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Figure 10: Standards Chatbot dialogue using tools

4 Challenges, Lesson’s Learned

4.1 Set up

Setting up such a project, even in a safe project environment with clear confidentiality rules, is affected by the
same challenges as an industrial collaboration project. Filling the data library with meaningful data had to
overcome the real-world restrictions of licensing cost, corporate confidentiality and relevance.

On the implementation side of the project, managing access (roles, scope) as early as possible in the workflow
reduces the complexity of the architecture significantly. Another key, unresolved, discussion that is essential
at the start of any Al-supported collaborations, is the structural set-up of the various Al elements in the work-
flow. Anything from a single instance to a federated model is technically possible, but comes with specific
considerations, like cost, complexity, maintenance, ownership etc. Current industrial data spaces do not offer
the infrastructures to implement such scenarios easily, however specialized service providers are available to
set up highly customized, safe, legal environments for such purposes. An example of emerging technology
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that will help these implementations is to provide specific access-points for Al-agent services (e.g. MCP, A2A)
that enforce company specific rules where desired, like project-specific access for human partners.

Therefore, the initial implementation was performed on ivip internal recommendation data sets and DIN
SPECs, which are publicly available at no cost and with few usage limitations. This was mainly to convince
the participants that confidentiality and access restrictions are indeed respected by the chatbot architecture.

To assess the relevance and quality of the data provided, the use cases had to be assessed by experts from
the participating companies, which then highlighted that a vastly bigger library is required to make true as-
sessments.

4.2 Opportunities

A major identified opportunity to at least provide insights into potentially available data is a more specific use
of metadata. As in most other prostep ivip projects, those standards are not universally applied, neither in the
companies nor in the publishing industry. To complicate the picture, proprietary standards were developed,
but without interoperability in mind. This project aims to accelerate the standardization in this field for keeping
pace with the Al-supported use cases in the industry, see chapter 2.

Another unfinished discussion with the participating companies is required to develop an applicable recom-
mendation for structuring the internal standards, guidelines and recommendations in a way to participate in
such collaborative projects. Common practice in the non-Al projects is to share internal information strictly with
a ‘need to know’ grounding, embraced with contracts, NDAs and project level mutual trust. We're planning to
investigate the available data spaces for technical solutions supporting such collaborations with digital con-
tracts on artifact levels, to replace the time-lag caused with complex access negotiations with clear rule or
purpose-based, automatic clearance mechanisms.

The same sentiment is directed to the commercial services the publishing companies provide. As there are
200+ individual publishing companies in the world, each owning relevant parts of the standards and norms
required to launch products across the world. It becomes a major hurdle on the way to fully digitized, automated
information access workflows, such as the currently emerging Al-agents that do expect standardized infor-
mation servers, if the licensing and information structure remains as fragmented and backward-facing as it is
today. See section 5.1.

4.3 Lessons Learned

As an initial outcome from this project, we launched an initiative with some key publishers to raise the aware-
ness for a situation that will get out of hand very quickly, if not firmly approached. To initiate the discussion a
high-level proposal how an “Al-first” licensing model might work for both sides, the companies needing fast,
holistic access to the information whilst maintaining the necessary funding to ensure information quality, com-
pleteness, validity and timeliness on the publishing side of the business. (see chapter 5.1)

A major recognition required by the document owners, corporate or publishers, is the need to move away from
a document-centric perspective and take an information view, namely considering metadata, abstracts, indi-
vidual paragraphs with maintained context, individual contractual/licensing entities. E.g. making it clear that
only the verbatim content is licensed, but paraphrased content is free. This would allow publishers ‘to be found’
by agents. The response would need to be good enough to have the requestor decide to acquire a license for
this piece (not the whole document!), but would not contain the verbatim content, as to avoid circumventing
the license.

Companies that are progressing towards Al-supported collaborative projects, will need to reconsider their in-
ternal data structures for efficient participation. Data must be enriched with context, metadata and relationships
for high-quality responses by Al-agents (see chapter 5). Responding to complex engineering questions does
require complex search/research strategies employed by the Al-models. Having highly structured (metadata)
and well explained (context, relationships) makes the models more efficient and reliable. Since this is also
required for internal Al applications, that should simply be part of corporate data strategies, not an extra effort.
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Figure 11: Key Findings

5 Outlook

Figure 12: Unified Service Utilization Concept

In Figure 12 a future service utilization concept is outlined. Every content provider offers their respective
knowledge in a search service, which exposes an MCP service for authentication and subsequent search
query intake and result delivery to the world.

Every company or single user may set up an orchestrator for interfacing with the MCP services. Credentials
are checked by the respective MCP service provider and made available to the orchestrator through an addi-
tional (local) tool coupled to the user login for the orchestrator. One orchestrator may interact with multiple
MCP services to answer a query. It is important to note that a company may offer both a knowledge base and
an orchestrator, for example for internal queries.

The knowledge creators are the domain experts on their knowledge and can decide how to handle the sum-
marization and exposition of their results to a request. This enables different billing strategies: A billing model
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could be based on request count or on which parts of a knowledge base were accessed. Additionally, the
search strategies are implemented by the knowledge providers, since they are the experts on their respective
knowledge. The MCP service can detail the necessary instructions on how to use the provided search tool to
the orchestrator, who can then reformulate the search query to optimally utilize the search tool.

In this concept, the knowledge providers are introduced to the orchestrator by the user. Another future discus-
sion could be how to make the space of MCP knowledge providers searchable for the orchestrator to identify
relevant knowledge providers and offer them to the user, in case the provided knowledge is not sufficient to
answer the query.

User-centric accounts are motivated as follows: Orchestrators are likely to be used by users from different
organizations when considering cross-corporation collaboration on projects. Therefore, the user group has
heterogenous access rights to knowledge bases, even if these rights only derive from company membership.

The use of multiple orchestrators is discouraged, since no clear leadership can be established. Additionally,
communication between the orchestrators would have to be standardized and could lead to loops where a
query bounces from one orchestrator to another and back. It is important to recognize that an orchestrator
does not necessarily have any project related persistent data space. An orchestrator is primarily an organiza-
tional entity which aggregates information (MCP services or tool definitions, credentials, ...) for use by different
actors (LLM, knowledge base authentication API) and distributes results (Knowledge base results, LLM re-
sponses). When conversations are made persistent, they need to be encrypted per user, since they might
contain information that should not be accessible by the owner of the orchestrator.

Figure 13 - Adapted from ,,What: Service Map | Catena-X — Library“

In Figure 13, a potential implementation into a GAIA-X® data space based is outlined. The whole participant
orchestration is handled by the data space administration, therefore only fully identifiable participants, with
clearly specified credentials, are allowed in the data space. For users of the system, there are no major
changes in the working experience, they access the orchestrator through the provided connectors. The con-
nector runs the initial validation of the user role, credentials and scope of access.

The orchestrator would embed the processing infrastructure into an environment exclusively connected to the
data space, only accessible through the embedded data connectors therefore maintaining a secure environ-
ment, disassociating the various user queries and provider responses, ensuring the agreed protocol based on
the use case policies.

The data providers are similarly connected to the data space, keeping the data and access mechanisms com-
pletely under their own control. Rules for access and use of the offered data are maintained by Use Case

9 Building a Dataspace: Technical Overview
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Policies handled by the core service providers. These policies are smart contracts, fully understandable and
executable by the connectors, automatically ensuring full compliance to the specified rules.

However, a key change must happen on the data provider side: to be able to process the queries received
from the provider, the general data architecture must be compliant to commonly agreed principles.
There is still a variety of difference between providers possible to suit their individual monetarization model.
It's their individual choice to return whole documents, pages, paragraphs or chunks.

A similar individual technical decision is the implementation of internal search strategies, such as keyword
search, semantic search, tree-based search, combinations thereof, or unique re-ranking approaches.

In case of a query trying to access restricted data, e.g. exceeding the policy, it is advisable for the data provider
to display relevant, but not fully accessible, documents to the user, for example by showing document titles
and synopses to encourage the user to acquire the necessary credentials.

5.1 Moving the license discussion to the owners

The process of preparing legal-type documents is anything but trivial, requires application of latest technolo-
gies as well as deep domain knowledge, with domains being the topical domain of the document and the
domain of legal document themselves.

Figure 14: Complex handling of licensed documents across project partners

In the currently evolving application of knowledge-grounded Al systems in the industry, the technical needs
for how the standards, norms and legal documents are to be prepared, become clear(er):

Norms and standards are yet another data artifact that must support collaborative project work by:
e Precise alignment of wording, in context of publication dates, publication formats, licensing constraints
o Ability to work across publishers to align gaps, contradictions, exceptions etc.
¢ Linking into other systems engineering data artifacts, e.g. requirements

o Closing the digital thread across the life cycle and collaboration partners
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Figure 15: Ex. legal document processing using multiple technologies (source: ontotext, modified by
author)

Future-oriented licensing models will have to

e adapt to current and developing Al-based knowledge processing methods > knowledge extracted
and provided from small chunks of documents

e maintain context. Regulatory documents, standards and norms are bound to precise adherence,
based on written formulation with meaning — Al interpretation must be avoided > ontologies are nec-
essary parts of the IP.

o allow retrieval of knowledge (# Data/Information) in context > knowledge-graph based on ontology,
instantiated by publishers.

These technologies evolve with a speed that regulatory mechanisms can’t keep up with. Therefore, the pub-
lishing companies must enter the race. Any attempt to slow or ignore development may lead to a significant
decline in relevance.

5.1.1 Future business models for publishers (Discussion Starter)

IP-protection, updates, duplications, gaps, usages become significantly more transparent, therefore provide
higher quality for all partners.

As an example, the European Union has developed ontologies for legal documents to facilitate use across
all member states, whilst reducing the risk of misinterpretations®. This could be a starting point for similarly
structured Standards and Norms documents.

Monetarization-models are different, but potentially more lucrative:
e Pay-per-use (access to KG-DB) and complexity of query (tokens)

o Standards and norms per API call, not per document
o Compatible with Al-to-Al communication (e.g. MCP'!, Agent-to-Agent'?)

e Standards-as-a-Service on industry data spaces (Catena-x) with pay-per-project schema

o moving away from license per company/department/person
o utilizing smart-contract based functionality of data spaces'?
o ability to sell individual paragraphs with full context

o Cost adaptation to often vs rarely accessed (part of) standards

o Dynamic pricing models

"0 Ontologies - EU Vocabularies - Publications Office of the EU

" Introducing the Model Context Protocol \ Anthropic

2 Announcing the Agent2Agent Protocol (A2A) - Google Developers Blog
'3 Governance Framework for Data Space Operations | Catena-X - Library
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¢ Additional services, e.g. cross-standard overlap/gap elimination by Al

o Establishing an intra-publisher network (becoming a single virtual publisher to the customer)
o Serving all types of standards and norms at higher quality as query results are automatically
aligned across multiple standards and norms

However, this discussion exceeds the scope of the FAICE project. With some publishing houses being part of
prostep ivip e.V., the association will receive updates on progress. The opportunity for the publishers working
with the association is to gain access to companies willing to join projects for testing proposals and providing
use-cases, needs and constraints.

6 Participation

With ever more companies applying generative Al internally to support their product (and process) develop-
ment, participating in FAICE is an efficient way to avoid dead-ends, repetitions, re-inventing the wheel and
having a direct line to the publishers for influencing the licensing discussions.

For publishers, participating in this initiative would keep the various licensing workstreams customer-focused,
with an opportunity of a neutral testing ground with immediate, expert level feedback.

This is a similar approach to other project groups where big software vendors join in projects to confirm cus-
tomer acceptance for proposed data- and process implementations, as customers get increasingly sensitive
to complexity cost driven by vendor specific implementations.

Participants can greatly benefit through understand and enhancing their data model with this project.

7 Roadmap and next steps

At this point we're confident that we can formulate a recommendation for the targeted collaboration scenarios.
Using a large language model embedded in an orchestrating environment to safely and securely work on
restricted documents was successfully demonstrated.

As the remaining steps, we are going to describe two distinct set-ups:

1. On premises, focus on a MS Azure based implementation as assumed industrial standard
2. data space based (GAIA-X)

The discussion points were outlined before:
¢ handling the access management at all involved parties
¢ solidifying the data processing recommendation (metadata, RAG-technique, search techniques)
o Recommendation for data structures (in-house standards, meta data, ontologies, ...)

The more general investigations will cover the interaction with large language models, how to provide context
to the query, preferred data formats for best results and data pre-processing for the search technique of choice.

From a result content perspective, further discussion is required on what additional information needs to be
provided for industrial applications. Examples would be document versions, recognition of superseded infor-
mation, or context specific hierarchies of response importance — is ISO more important than DIN?

At the closure of this sub-project, the prototype will be able to demonstrate:

e capability to deliver quality responses across a typical variety of sources
e capability to manage access on most granular level in a distributed environment

also providing operational insights into setting up data sources and educating engineers on optimized use of
an Al-supported system.
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8 Summary
8.1.1 Summary

The Framework for Al-enabled Collaborative Engineering (FAICE) project has successfully demonstrated a
tangible, working prototype that addresses the challenges of using Al in cross-company environments. Our
findings indicate that the primary barriers to adoption are not the technical limitations of large language models
(LLMs), but rather systemic issues concerning data access, licensing, and the lack of a standardized approach
to information management.

Key outcomes of our work include:

¢ Proof of Concept: We have built a functioning prototype of an Al-powered "Standards Chatbot" that
can securely and reliably answer user queries by accessing licensed documents in a distributed en-
vironment.

e Access Control: The prototype successfully enforces granular, role-based access control, ensuring
that sensitive information remains protected while still enabling efficient collaboration.

o Data Readiness: The project identified a critical need for new data processing pipelines that trans-
form existing document formats into "Al-ready" structures, complete with enhanced metadata and
context.

e Licensing and Business Models: We have confirmed that current licensing models for standards
and norms are a significant hurdle to digital workflows. This has prompted a discussion with publish-
ers to explore "Al-first" licensing models that support a more fluid, information-centric approach.

8.1.2 Conclusion

The FAICE project has moved beyond theoretical discussions to prove the viability of a secure, compliant
framework for Al-supported engineering. We have demonstrated that the core technological components are
mature enough for immediate application. The remaining challenges are operational and commercial in nature,
requiring a collaborative effort to define and implement new industry standards and practices.

We are at a pivotal point where the industry can proactively shape the future of Al-supported workflows rather
than simply reacting to it. By joining this initiative, your organization can directly contribute to the development
of a framework that addresses these critical issues. This is an opportunity to influence the direction of data
management and licensing in a way that benefits all stakeholders—from content creators to end-users. We
invite you to participate and help us build a consensus-based solution for a more efficient and secure collab-
orative engineering landscape.
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